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"Sequence to sequence learning is the basis  
for 25% of papers at ACL'17"

— ACL'17 Keynote by Mirella Lapata

Sequence models (NLP)         ConvNets (Vision)



Neural Sequence Modeling

我想來點⽜⾁麵。

I want some beef noodle soup.
• machine translation 
• language modeling 
• text summarization 
• question answering 
• parsing 
• dialogue, chatbots 
• paraphrasing 
• ...
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Also for biology (modeling protein sequence),  
RL (AlphaStar)
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• ±
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This talk

• Depth-Adaptive Transformers 
Do you need a huge model to process simple inputs? 

• Lightweight and Dynamic Convolutions 
More efficient architectures for sequence modeling
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• Large models are everywhere:  
• GPT2 - 1.5B parameters 
• WMT'19 En-De winner: ensemble of 2B parameters  
• Massively Multilingual NMT - 50B parameters
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Do you need a huge model to do well?



• Common ways to reduce model size  
• Distillation 
• Parameter pruning 

e.g., Reducing Transformer Depth on Demand with Structured Dropout. A Fan, E Grave, A Joulin. arXiv, 2019.
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This work: 'autosize' model to tackle the current problem!



Key Ideas

• Make number of network layers input dependent. 
• Attach output classifier at multiple locations of network. 
• Predict how many layers based on the input.
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reaches threshold.
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cat

Stop when output classifier  
reaches threshold.

ImageNet 1K           1,000 classes 
NMT                      32,000 classes 
Billion Word LM   800,000 classes

Multiple output classifiers can be an issue:

Huang et al., '18

Computer Vision 
Image classification

Compute those at every layer!
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NLP: Adaptive-Depth on Sequence Level
• Focus on decoder network 
• Exit classifier predicts depth for 

all tokens 
• Attach output classifier after 

every block 
• Use output classifier once per 

token!
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• Exit classifier per token 
• Multinomial / binomial 
• Missing blocks: Copy last one + 

recompute keys/values
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Copied states never seen in training.
Train/test mismatch!



Mixed State Training: Mitigate train/test mismatch
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<s> I drink 

<s> I drink 

<s> I drink 
• Sample M paths, copy if needed, and train on this data



Aligned State Training
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<s> I drink 

• Does not address train/test mismatch 
• Simply trains with all states ('aligned') as usual.

I

I

I

drink

drink

drink tea

tea

tea
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6 Transformers  
with depth N=1,..,6

Aligned performs competitive  
to individual models!

Existing architectures deal well with copying states. 
Why? Copying is built in via residual connections.



Training

• Exit classifier supervision 
• Exit with highest likelihood (of correct token) 
• Lowest exit at which the correct token is the argmax 
• Penalty to encourage lower exits 
• For sequence-level or token-level 

• Phase 1: Aligned training w/o exit classifier  
• Phase 2: Add exit classifier

19



Experiments 
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WMT'14 English-French

22
WMT'14 English-French

Thresholding vs. Exit Classifier!



• Adaptive Computation Time (Grave '16): RNNs 
• Universal Transformers (Dehgani et al., '18): repeated application of the same 

layer, different goal. 
• Multi-scale DenseNets (Huang et al., '18): classification / structured prediction

23

Related Work



Summary
• We can half the effectively used model at no loss in accuracy. 

• Modern sequence models resilient: models can naturally deal with copied states. 

• Future work: Applications to other sequence modeling tasks!
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This talk

• Depth-Adaptive Transformers 
Do you need a huge model to process simple inputs? 

• Lightweight and Dynamic Convolutions 
More efficient architectures for sequence modeling



• Neural sequence models make heavy use of self-attention (Transformer) 

• Q1: Is self-attention critical to get good performance? 

• Q2: Can we do well on a range of NLP tasks with limited context (with a more 
efficient mechanism)?

Research questions
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RNMT+

This work

DynamicConv

Also faster!

Phrase-based
Buck, '14
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• Too many weight parameters to predict

Challenges with Dynamic Convolutions

Solution: Lightweight Convolution

# of parameters  
per layer: n⇥ (d⇥ d⇥ k) = 128⇥ (512⇥ 512⇥ 3) ⇡ 100M
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• Convolution:

Lightweight Convolutions reduce parameters
hidden size kernel size

d × d × k = 512 × 512 × 3 ≈ 786K

Outputs:

Inputs:
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• Convolution:

Lightweight Convolutions reduce parameters

• Depthwise Convolution (Sifre, 2014): 
d × d × k = 512 × 512 × 3 ≈ 786K

d × 1 × k = 512 × 1 × 3 ≈ 1.5K

One color corresponds to a convolution kernel with 3 parameters



• Convolution:

Lightweight Convolutions reduce parameters

• Depthwise Convolution (Sifre, 2014): 

• Lightweight Convolution

1st 
Head

2nd 
Head{
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<latexit sha1_base64="0g7MHg4LFzhqPcfeCaFSGZDocPo=">AAAB6XicbVBNS8NAEJ3Ur1q/qh69LBbBU0mqoMeCF8FLFfsBbSib7aZdutmE3YlQQv+BFw+KePUfefPfuG1z0NYHA4/3ZpiZFyRSGHTdb6ewtr6xuVXcLu3s7u0flA+PWiZONeNNFstYdwJquBSKN1Gg5J1EcxoFkreD8c3Mbz9xbUSsHnGScD+iQyVCwSha6aGX9csVt+rOQVaJl5MK5Gj0y1+9QczSiCtkkhrT9dwE/YxqFEzyaamXGp5QNqZD3rVU0YgbP5tfOiVnVhmQMNa2FJK5+nsio5ExkyiwnRHFkVn2ZuJ/XjfF8NrPhEpS5IotFoWpJBiT2dtkIDRnKCeWUKaFvZWwEdWUoQ2nZEPwll9eJa1a1buo1u4vK/W7PI4inMApnIMHV1CHW2hAExiE8Ayv8OaMnRfn3flYtBacfOYY/sD5/AGfh41y</latexit>

One color corresponds to a convolution kernel with 3 parameters

# of heads

d × d × k = 512 × 512 × 3 ≈ 786K

d × 1 × k = 512 × 1 × 3 ≈ 1.5K

H × 1 × k = 4 × 1 × 3 = 12



• Convolution:

Lightweight Convolutions reduce parameters

• Depthwise Convolution (Sifre, 2014): 

• Lightweight Convolution

1st 
Head

2nd 
Head{

<latexit sha1_base64="0g7MHg4LFzhqPcfeCaFSGZDocPo=">AAAB6XicbVBNS8NAEJ3Ur1q/qh69LBbBU0mqoMeCF8FLFfsBbSib7aZdutmE3YlQQv+BFw+KePUfefPfuG1z0NYHA4/3ZpiZFyRSGHTdb6ewtr6xuVXcLu3s7u0flA+PWiZONeNNFstYdwJquBSKN1Gg5J1EcxoFkreD8c3Mbz9xbUSsHnGScD+iQyVCwSha6aGX9csVt+rOQVaJl5MK5Gj0y1+9QczSiCtkkhrT9dwE/YxqFEzyaamXGp5QNqZD3rVU0YgbP5tfOiVnVhmQMNa2FJK5+nsio5ExkyiwnRHFkVn2ZuJ/XjfF8NrPhEpS5IotFoWpJBiT2dtkIDRnKCeWUKaFvZWwEdWUoQ2nZEPwll9eJa1a1buo1u4vK/W7PI4inMApnIMHV1CHW2hAExiE8Ayv8OaMnRfn3flYtBacfOYY/sD5/AGfh41y</latexit>

{
<latexit sha1_base64="0g7MHg4LFzhqPcfeCaFSGZDocPo=">AAAB6XicbVBNS8NAEJ3Ur1q/qh69LBbBU0mqoMeCF8FLFfsBbSib7aZdutmE3YlQQv+BFw+KePUfefPfuG1z0NYHA4/3ZpiZFyRSGHTdb6ewtr6xuVXcLu3s7u0flA+PWiZONeNNFstYdwJquBSKN1Gg5J1EcxoFkreD8c3Mbz9xbUSsHnGScD+iQyVCwSha6aGX9csVt+rOQVaJl5MK5Gj0y1+9QczSiCtkkhrT9dwE/YxqFEzyaamXGp5QNqZD3rVU0YgbP5tfOiVnVhmQMNa2FJK5+nsio5ExkyiwnRHFkVn2ZuJ/XjfF8NrPhEpS5IotFoWpJBiT2dtkIDRnKCeWUKaFvZWwEdWUoQ2nZEPwll9eJa1a1buo1u4vK/W7PI4inMApnIMHV1CHW2hAExiE8Ayv8OaMnRfn3flYtBacfOYY/sD5/AGfh41y</latexit>

One color corresponds to a convolution kernel with 3 parameters

d × d × k = 512 × 512 × 3 ≈ 786K

d × 1 × k = 512 × 1 × 3 ≈ 1.5K

H × 1 × k = 4 × 1 × 3 = 12

• Dynamic Convolution
H × 1 × k = 4 × 1 × 3 =n × n ×12

# of time steps
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Machine Translation 
(BLEU score, the higher the better)

WMT En-De
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Text Summarization & Language Modeling
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Summary
• Local information (limited window) is sufficient for several NLP tasks 

• Dynamic Convolution: context-specific kernels 

• Lightweight Convolution: fewer convolution weights still work well

Code available in

FAIRSEQ
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Linear
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How important is softmax-normalization?

57


